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NOW WE HAVE INFINITE 
INTERNS THAT CAN WRITE 

ANYTHING FOR YOU, BUT YOU 
HAVE TO CHECK.

 - BEN EVANS
https://www.ben-evans.com/benedictevans/2023/7/2/working-with-ai



HUMAN REVIEW
IS THE NEW 

BOTTLENECK



BIG IDEA IN 2018



TINY IDEA IN 2026



DARK 
FACTORY
• fully automated

• vibe coded

• agents orchestrate agents

• markdown prayers

• humans evaluate at the end

• magic

LIGHTS-ON 
FACTORY
• high degree of  automation

• spec/plan driven 

• platform orchestrates

• deterministic guardrails

• humans supervise 
throughout

• engineering



HELP AGENTS MAKE GOOD DECISIONS
• boundaries (reduce options)

• self  feed-back (better decisions)

• cyclic feed-forward (avoid re-learning)

• decision visibility (humans verify/supervise)



OUR LIGHTS ON DECISION REVIEW
INTENT ➤ IMPACT ➤ GALLERY ➤ SPEC/PLAN ➤ SOFTWARE ➤ DEPLOY

(example, your process may differ)





LIGHTS-ON FACTORY
1. container

2. workflow

3. regulator

4. orchestrator

5. runtime (optional)



adapted from Bad Add by Kathy Sierra



adapted from Bad Add by Kathy Sierra



PERFORMANCE PATH
1. Dictating

2. Commanding

3. Regulating

4. Orchestrating

5. Supervising



DICTATING
• agents do subtasks

• short, continuous instructions

• interactive exploration/prompt 
sessions

• prompts mix instructions and 
contextual information

• little or no project specific 
setup

➤COMMANDING
• pay attention to repetitive tasks

• start documenting your process

• start creating commands and 
skills

• task context files

• RPI loop





COMMANDING
• agents run tasks

• prompt files or commands, 
usually personal and not shared

• mix of what to do and how

• repetitive refactoring/correcting 
instructions

• rudimentary constitution

• sometimes external framework 
(BMAD, GSD...)

➤REGULATING
• pay attention to repetitive parts 

of tasks

• split contextual/task rules

• look for common parts of  tasks

• large commands ➤ sequences

• shift-left feedback (gallery.. .)

• evolve your process commands 
to prevent repetitive problems





REGULATING
• Plans co-authored with agents

• Humans provide refactoring 
and correcting instructions

• Plans are "what", common 
context and rules are "how"

• Rules mostly markdown

• Agents running on developer 
machines.

• Detailed code review

➤ORCHESTRATING
• pay attention to sequences of  

commands

• human specs ➤ iteratively 
refine with agents

• stabilize/generalize process 
files 

• common feedback ➤ computational 
layer

• confidence ➤ evidence



TELEMETRY SHOWED USERS 
APPROVED ROUGHLY 93% OF 
PERMISSION PROMPTS. THE 

MORE APPROVALS A USER SEES, 
THE LESS ATTENTION THEY PAY 

TO EACH...
https://www.anthropic.com/engineering/how-we-contain-claude



CODIFY SECURITY RULES
"hooks": {
  "PreToolUse": [
  {
    "matcher": "Bash",
    "hooks": [
      {
        "type": "command",
        "command": "node $CLAUDE_PROJECT_DIR/config/regulate.js"
      }
    ]
  }],



PROVIDE A MEANINGFUL 
CORRECTION MESSAGE
const npxJestRule = {
    id: 'npx-jest',
    decision: 'deny',
    reason: 'Use the `jest` binary from $PATH; jest is on $PATH.',
    matchSegment: (tokens) =# tokens[0] ==% 'npx' &' 
     skipNpxFlags(tokens) ==% 'jest'
};



CODIFY RECURRING FEEDBACK
export const requireErrorNotify = {
 meta: {
  type: 'problem',
  docs: {
   description: 'Require workflow.error.notify() in catch blocks',
  },
  messages: {
   requireErrorNotify: `Catch blocks that set errorMessage must also call 
                        workflow.error.notify() for auditing.`,
  },
 },
 create(context) {



...FOR EVERYTHING!
export const noInlineStyle = {
 meta: {
  type: 'problem',
  docs: {
   description: 'Disallow the inline `style=` HTML attribute. Move styling into a stylesheet.'
  },
  messages: {
   inlineStyle: `Inline "style=" attribute is blocked by CSP. 
                 Move styling into a stylesheet — page-specific SCSS, 
                 app-common ('ww$/styles/include/'), 
                 or design system ('design/voticco/src/').`
  }
  ..&
 }
};



PERSONAL ➤ TEAM
• common container!!!

• shared process/habitat (in version control)

• shared decision log (in version control)

• no context fragmentation (single repo or semantic search)

• reproduce deterministic checks in CI

• continuously focus on speeding up feedback (test/CI speed)



ORCHESTRATING
• Agents plan, humans review

• Agents run "epics"

• Humans coordinate agents

• semi-autonomous

• high-level code review

➤SUPERVISING
• pay attention to variances in 

workflow

• multiple evidence signals

• feedback speed/reliability

• mechanical orchestration ➤ 
computational layer

• observability platform















WORKFLOW: INFERENCE ➤ COMPUTATIONAL
• 80% token reduction

• 6-10 times faster

• no testing gaps

• no approval requests



SUPERVISING
• agents plan, humans review

• iteratively refine spec, multiple feedback levels

• agents provide comprehensive evidence

• humans certify evidence

• humans drive platform optimization

• agents potentially running in a central runtime



META-AUTOMATION: 
AUTOMATE THE AUTOMATION
• enable agents to self-evaluate and self-correct

• design "fitness" functions, much more detailed than with humans

• ask agents to build custom tools/rules to check

• make sure recovery instructions are in the error messages



MORE INFO ➤ GOJKO@VOTITO.COM


